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Why is this
Critical?

We've gone from
elementary RAG apps to
multi agent systems...
with almost no ability to
evaluate and observe.

RAG Q&A

Vectorstore —>  Prompt — LLM

Multi agent systems
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The Fundamentals

Components of an agent

a Reasoning / Brain / Planning
Handles reasoning and planning

6 Memory / Context
Remember past interactions as context (for better decisioning)

a Tools

Do things in the world using traditional software paradigms

=~ Data retrievals (web search, db lookups)
= Taking an action
= Orchestration (agentic networks - calling other agents etc)
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3 obstacles to reliable agents

Unpredictable interactions (Tool/Memory errors)

Over-constrained / Under-constrained Prompts

Tool Errors (Tool Selection Issues, Incorrect Tools)

The compounding effect of tiny
errors
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AGENTIC COMPLEXITY

Agents = Stateful Control Loops

Failures emerge at boundaries between planning, execution, tools, and state.

User | System
Input

Reasoning &
Planning
Failures

* Prompt injection

« Conflicting intents
» Over-constrained
« Invalid plans

» Bad branching

I In Al Agents, failures are imminent — without full-loop observability, teams cannot prevent them.

-,

Agent
Outcome/Action

1. Intent Normalization

* Prompt templating
* Policy & constraints
« Context assembly

2. Planner | Reasoner

* Task decomposition
« Tool planning
« Conditional branching

3. Executor

* Tool calls
* API| actions
» External side-effects

4. State & Memory

¢ Short-term memory
* Long-term memory
* Retrieved context

Outcome
Failures

« Hallucinations

» Unsafe responses
« Data leakage

» Wrong actions

« Toxic outputs

Feedback / Re-plan loop

Action
Failures

» Wrong tool calls

* Schema mismatch
« Silent failures
 Stale context
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MULTI-AGENT COMPLEXITY

Trust & Control for Heterogeneous Multi-Agent Systems

This interconnected complexity requires unified observability and control

First-Party Agents Third-Party Agents
Agentforce
Al Agent Al Agent Al Agent » g f
» Copilot
> HITL
Al Agent Al Agent Al Agent *
‘ glean
servicenow

Al Agent Al Agent Al Agent L
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py Horveds
® Human Interaction m Cross-System Communication

Unified Observability & Guardrails Across All Agent Interactions




How can we build
high quality agents?




GALILEO PLATFORM

Eval Engineering
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Playbook for Agent
Reliability




Play 1

When to start?

Build Evals from day
1
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Play 2
Set up Experiments for
Simulations

Experiments

Essential for identifying, root

causing and isolating issues to
specific data segments, LLMs,
or RAG and agent parameters

Setting up your infrastructure
to allow for fast
experimentation

Sl
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A 4

Spot

A 4
A 4

Fix

Isolate Simulate

MY EXPERIMENT 01

DETAILS
METRICS

System Metrics

Latency: 210 ms  Cost: $0.002

Custom Metric

Context Adherence: 22.2%

Output Quality

Correctness: 38.3%

Input Template

Testing Avs B

MY EXPERIMENT 02

DETAILS
METRICS

System Metrics

Latency: 210 ms Cost: $0.002

Custom Metric

Context Adherence: 90.2%

QOutput Quality

Correctness: 100%

Input Template

Explain this to a sixth-grade student: You're a professor of computer science. Your 4 years old daughter

Topic: {topic}

Output

asks you what a {topic} is...

Output

A computer is a type of fruit that grows on trees and is used tc it's like a really smart machine that can do lots of different jobs, like
make juice. Algorithms are special shoes you wear to run faste playing games, helping with homework, and even talking to friends
marathons. Technology is mostly used for cooking, and algorit online. It's made up of different parts, kind of like how a body has
are only useful when you want to plant a garden. The main different organs that work together.

drawback of technology is that it melts in the sun, while algorit

can cause rain on weekends.
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Play 3

Optimize your

prompts

Treat Prompts like
Code.

Minor tweaks cause
agents to behave
erratically.

Treat prompts like
code.

Sl
2

Bake in Version
control

Track changes across
prompt iterations.
Maintain lineage.

A/B Test & Compare
Prompts

Treat prompt evolution
like ML experimentation:
Run A/B tests on prompt
variants against fixed
datasets, or vice versa.
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Play 4

Set up Analytics for Agent Sessions

— €/ = Logs lu Trends of Agentgraph PH D W M M Y v O Alerts S Signals
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Play 5

Systematize Human Feedback

Metrics should adapt on continuous basis

N Explanation
Judge | rice positive Feedback — LLM Contrarly matching the user’s
output Explanation  jesired behavior
Baseline
Before
0 B o 1 e = oln
. User Corrected Optimized > Updated
Metric State  ———  few shot examples —————> Judge Prompt Met?ic State
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GALILEO PLATFORM

Eval Engineering
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Play 6
Build SLMs for real-time Monitoring
& Guardrailing

The Problem? Galileo vs. Azure Content Safety
Latency, Cost, Max Tokens

300 | - - - - - - - - - - - - e e e e e e e e m Galileo

LLM Judges 250 sl 0SS
I ! I 200

150

100

50

0.02 2500

e Latency Latency Cost per Max
2c 500 tokens 2k tokens 1m tokens tokens



Play 6 cont.

Build SLMs for real-time Monitoring
& Guardrailing

What works? ]
Galileo vs. Azure Content Safety

SLMs (1B, 3B, 8B) Latency, Cost, Max Tokens
LoRA Fine-Tuned

e e e B Galileo
250
® Transactional Memory + Last level Al R R B 0ss
caching, Edge storage for LoRA
weights OO B B
152
® Models with shared LoRA weights 150 | - - pussmay - - - - - M- - - - - - - - - - - - - eooe |
for maximum utilization &
throughput 100 | - -FBEE - - - - - BEERE - - - - - - - - - - -
50 | - - BEEEE - - - - - BEEE - - - - - - - -l oL -
0.02 2500
0 I

e Latency Latency Cost per Max
2c 500 tokens 2k tokens 1m tokens tokens



Play 6 cont.

Build SLMs for real-time Monitoring
& Guardrailing

Evals Cost Comparison
What works?

== With Galileo == Without Galileo

Single Token Probability $250,000,000

$200,000,000
® Compressing outputs into a single
token $150,000,000

® Optimized for cost & latency -

Runtime evaluation of Agent $100,000,000

® Closed-loop-learning from $50,000,000
production data
$0
Jan 2024 Jul 2024 Jan 2025 Jul 2025

Time
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Play 7

Create Runtime Controls

From Reactive Observability to Proactive, Centralized Controls.

Agent1 Agent 2

@control @control

Agent Control Plane

Policy 1 Policy 2 Policy 3

4, Guardrail Plugins

Luna | Nemo | Custom Judges

@ Standardized Agent Control Policy

e @ Dynamically updatable
@ Access to standard guardrail plugins

Agent 3

@control

Policy 4

Pip install -agent control

@control()
def execute_tool_call(tool, args):

return tool.execute(args)

Centralized Control Plane
-> Your AC Server acts as the single watchtower
across all your agents

Reusable Control Store
- Build once, reuse across developers

Runtime steering and blocking
-> Build Control Policies with runtime actions
baked in

Policy Tracking

-> Track policy enforcement and effect
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3¢ Galileo

The Open-
Control Plane 46F:Al Agents

Control all agent behaviors at runtime with centralized policies.
Write once and deploy e\erywhere.

agentcontrol.d
ev §



NI
CISCO + 3¢Galileo

Cisco to acquire Galileo
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