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The Challenge

Building with Al is fundamentally different

The typical Al adoption lifecycle for engineers
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// This program displays

“Hello world!” § :

Function Main () § —) LLM —) Tool
Output (“Hello world!"); : ;
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Do you actually know
what your agent is doing
or can do?




The Evolution

So how do we actually observe Al agents?

From debugging code to debugging reasoning

Agent observability

Software observability

» Deterministic
» The code is the source of truth
» A stack trace names the function

» You can write the tests first

>

The path appears when it runs
The trace is the source of truth

What failed was the reasoning

You learn the tests from production




The Fundamentals

The 3 pillars of agentic observability

Runs, traces, and threads

Claude Code session with a user
Build me a flappy bird clone... thx

RUN RUN RUN

TRACE Uhhhh can you make it a little easier

(this continues in the same thread, and most Al agents are this type of “conversation™)



The Fundamentals

Why agent evaluation differs from software evaluation

1. You're testing reasoning, not code paths

» Single-step: Did the agent make the right decision at this moment?
> Full-turn: Did the agent perform well in an end-to-end execution?
> Multi-turn: Did the agent maintain context across a conversation?

2. Production is where you discover what to test for offline



Agent Evals

The different levels of agent evaluations

Single-step evaluation: Unit tests for decisions

» Validates individual agent

decisions in isolation

» Example: "Did the booking agent
check availability before

scheduling?"

» Fast to execute with clear

pass/fail criteria

>

>

$2 ChatOpenAl was called

52 ceo_pipeline_summary was called

2 ChatOpenAl was called

0.90s

18.44ms

1.76s



Agent Evals

The different levels of agent evaluations

Full-turn evaluation: End-to-end trajectory assessment

» Validates complete agent runs - mputs
from input to final output
1 |
> Example: "Did the COding agent i ; ‘content”: "Show me the current pipeline status",
4 "additional_kwargs": {3},
produce working, tested code?" Bp—
» Tests real behavior including tool —
usage and state changes N

{
dditional_kwargs™: {J,

v See more

": "Show me the current pipeline status",



Agent Evals

The different levels of agent evaluations

Multi-turn evaluation: Realistic conversation flows

» Validates threads across multiple

conversation turns

» Example: "Does the agent
remember user preferences from

Turn1in Turn 37"

» Most realistic test of production

behavior and context persistence

® Chatsessions o

® Session  user:dla2b3c4-e5f6-7890-abcd-ef1234567804:agent:ceo-assistant

vvvvvvv
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Agent Evals

What's the pros and cons of each?

Run, single step

Trace, full turn

Thread, multi-turn

Easier to define metrics for

Easier to define inputs for

Most realistic user behavior

It goes stale when the agent changes.

Scoring the answer is the hard part.

The next line depends on the last.
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Agent Evals

How agent observability powers evaluation

Debugging

Look around at each step

Observability

Offline evals

Build up dataset of what
to evaluate

Online checks

Evals run over these
traces

Insights

Cluster and explore
traces




Enough yap...
demo time!

ﬁ Fed Aura Capital

Your path to
homeownership
starts here

Al-powered mortgage lending that guides you from inquiry to
closing. Get personalized loan recommendations, real-time pre-
qualification, and dedicated support every step of the way.

i Priya was just pre-qualified
- v
Get Pre-Qualified Explore Products Appirovéd up 10'$425,000 I minutes
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Demo Setup

How our multi-agent setup looks

High level architecture

[

mort age-ai=ui mort -m- w .
React F?’ontend l‘“ewocket) FastAPI Backenal > . MinIO
5 Agent Personas J OBJect Storage

Prospect Borfower Loan Officer Underwriter CEO

| Keycloak
\ (disabled)

mortgage-ai-db
Postgres + pgvector

LomgGraPL\ ager\ts route calls to
an OpenAI-co»\Patil:le LLM eno((aoint



Demo Setup

Each of these agents has a specific role/persona

Typical example of enterprise tasks

f Prospect \

Unauthenticated

Public Assistant

- Product info

- Affordability
estimates

e o Y
v

( Borrower N

Role: borrower
Borrower Assistant
- APP intake

- Doe upload

- Status tracking

| >

ﬁ.oam Officer X

Role: loan_officer
LO Assistant

- Pipeline mgmb

- App review

- Comm. dractins

- 4

Gnolerwrite.r
Role: underwriter
UW Assistant

- Risk assessment
- Comphmce chk
- Decisions

>

S

e
v

/" ceo

Role: ceo

CEO Assistant

- P‘;Peline andybics
- Audit trail

- Model monitoring

\

g

&
!

[ mortgage-ai-api — Single FastAPI deployment, routes by role via WebSocket




Demo Setup

What type of observability do we need to have?

For measuring token consumption, model reasoning, etc

METRICS LOGS TRACES
(Numbers) (Bvents) (Paths)
AGENTIC AL SYSTEM

Prospect; Borrower Loan Underwriter CEO
Agent Agent Officer Agent Agent
L LM INFERENCE LAYER J
MCP TOOL LAYER
[DB Queries] [External APIs] [HMDA Compliance]

I 1
| I |
| I |
| | |
| | |
I i I
| | I
I | |
I | I
| I |

v V ',

Prometheus Loki MLFlow
(Metrics) (Logs) (Traces)

OBSERVABILITY BACKENDS




Demo Setup

What each team needs to actually care about
SRE's & Platform Engineers

SRE / Platform Engineering

System health, SLO’s, capacity, etc.

RHOAI Observability Stack u 7
[ Ao W > "P99 latency for the x agent exceeded SLO
—y
Infrastructure metrics, pod health, m

prémnle s > “Kubernetes pods for the MCP server keep
p restarting”
‘ OP({Y\SL\:.YCt Logsﬁ.ns
\ » "Agent tracking server is running out of disk space”

Centralized 'og agsrega‘tion



Demo Setup

What each team needs to actually care about

Al Engineers & Developers

AL Developer / Engineer
Model behavior, decision quality, agent performance

LF aci u "
( g e ] > “Loan approval rate dropped 15% after a model update
nd-to-end reque racing, " . . qe . . . . . . . . "
g s »  “Agentis providing inconsistent advice to similar inquiries
» “Compliance check agent is flagging too many false
MLflow Evaluations
positives”

LLM output qual(ty assessment



Demo Setup

Monitoring the metrics that matter

For both traditional & (now) agentic workloads

( Traditional (also needed)

5

Request Rate & Errors
http_requests_total

Latency Percentiles
http_request_duration_seconds

Traffic volume & Failure rate

Response speed & outliers

J

v

Model Routiv\g

f Agentic (new additions)
LLM Token Usage LLM Inference Latency
llm_tokens_total llm_inFerence_duration_seconds

Fast Model
(low complex}ty)

Token burn & cost per convo

Model bottleneck detection

Tool Call Success Rate
tool_calls_total

Agent Routing
agent,.routing._total

L

Which tools are failing?

&

\
} Capable Model J
_%l (high complexity)

Fast vs capaue model routing

>




Demo Setup

Experiments > mortgage-ai-eval >

¢ Traces o
\ Time Range: Last 7 days ~ / E

Q Search traces by id, request, or response

Tokens Execution time Request time
1459 5.203s 04/11/2026...
2487 5.367s 04/11/2026...
2264 2.974s 04/11/2026...
2047 3.622s 04/11/2026...
2315 3.9s 04/11/2026...
2370 3.799s 04/11/2026...

20

State

® oK

® ok

ok

@ok

® ok

@ok

Automated evaluations?!
Using LLM-as-a-Judge & capabilities to go from vibes to real data

(? Filters VD Cﬂ Sort: Request time ¥ ) (ﬂ]] Columns VD

Assessments (8/8)

contains_expectec

TRUE
72%

True

72%

False

28%
null 2

© True

© True

® False

© True

© True

© True

has_numeric_resul

TRUE

33%

True

33%

False

67%

null z

D True

® False

© False

© True

© False

® False

mortgage_guidelir

PASS

50%

Pass

5C
Fail
5C

null

© Pass

@© Pass

® Fail

© Pass

® Fail

® Fail

Relevance

PASS

100%

Pass.

100%

Fail
0%

null 14

© Pass

© Pass

© Pass

© Pass

@© Pass

@© Pass

Actions ¥

response_length

Group by session

Safety

PASS
100%

Pass.

100%
Fail
0%

null 14

© Pass

@ Pass

© Pass

© Pass

© Pass

© Pass

tool_call_correctn

PASS

83%

Pass

Fail

null

® Fail

@© Pass

© Pass

© Pass

@© Pass

@© Pass

Summary Details & Timeline

v Inputs

tool_call_efficie
user_message
PASS

100% What is a VA loan?
Pass.
10
Fail > ﬁ ChatOpenAl was called
null
> & product_info was called
© Pass

> 2 ChatOpenAl was called

© Pass
v Outputs
@© Pass
response
© Pass
© Pass
amount. Second, the loan does **not require priv...
© Pass See more

{ "user_message"

Status | @ OK ID  tr-7fddf9986dc51490fddc89e4a892aa5h

"What is a VA loan?"}

First, qualified buyers can purchase a home with no down payment at all, so they don't need to save a large upfront

© 3.90s

Feedback (8)

safety

> © Yes hd

1.45s
mortgage_guidelines
2.34ms " O Py
1.86s
tool_call_efficiency
> © Yes <&
>

relevance_to_query

A VA loan is a mortgage program for eligible veterans, active-duty service members, and certain surviving spouses. ©
. : : : 0 . Ye
It's backed by the Department of Veterans Affairs, which lets borrowers secure financing with several key benefits. : G s

tool_call_correctness

> ® Yes <>

‘ RedHat



21

Thank you! You're awesome!

» The 3 pillars of
agentic observability

» Turning metrics into
evaluations

» Demo: 5-Agent

Enterprise Setup Session Slides Feel free to connect

red.ht/observing-agents on Linkedin!



https://red.ht/observing-agents

Thank you

Join the DevNation

Red Hat Developer serves the builders. The problem solvers who
create careers with code. Let's keep in touch!

e Join Red Hat Developer at developers.redhat.com/reqgister

e Follow us on any of our social channels

e Visit dn.dev/upcoming for a schedule of our upcoming events

Red Hat Developer

Build here. Go anywhere.

linkedin.com/company/red-hat

youtube.com/user/RedHatVideo
S

facebook.com/redhatinc

twitter.com/RedHat



https://developers.redhat.com/register
http://dn.dev/upcoming

